

    
      
          
            
  
BICePs - Bayesian Inference of Conformational Populations

The BICePs algorithm (Bayesian
Inference of Conformational Populations) is a statistically rigorous
Bayesian inference method to reconcile theoretical predictions of
conformational state populations with sparse and/or noisy experimental
measurements and objectively compare different models.
Supported experimental observables include:



    	
        NMR nuclear Overhauser effect (NOE)
    

    	
        NMR chemical shifts (HA, NH, CA and N)
    

    	
        J couplings (both small molecules and amino acids)
    

    	
        Hydrogen–deuterium exchange (HDX)
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Installation

 You can install BICePs from
PyPI using
pip:


    
    $ pip install biceps

    




 Coming soon: 



    
    $ conda install -c conda-forge biceps

    



Conda is a cross-platform package manager built especially for scientific
python. It will install biceps along with all dependencies from a
pre-compiled binary. If you don't have Python or the Anaconda package
manager, we recommend starting with the

Anaconda Scientific Python distribution, which comes
pre-packaged with many of the core scientific python packages that biceps
uses (see below), or with the 
Miniconda Python distribution, which is a bare-bones Python installation.
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Theory


Bayesian inference

Bayesian inference approaches for modeling conformational ensembles
generally seek to model a posterior distribution \(P(X|D)\) of
conformational states \(X\), given some experimental data \(D\).
According to Bayes’ theorem, the posterior distribution is proportional
to a product of (1) a likelihood function \(Q(D|X)\) of observing
the experimental data given a conformational state \(X\), and (2) a
prior distribution \(P(X)\) representing any prior knowledge about
conformational states.


\[P(X|D) \propto Q(D|X) P(X)\]

Here, the prior \(P(X)\) comes from theoretical modeling, while the
likelihood \(Q(D|X)\) corresponds to experimental restraints,
typically in the form of some error model reflecting how well a given
conformation \(X\) agrees with experimental measurements. One can
think of \(Q(D|X)\) as a reweighting factor for the population of
each state \(X\), and the BICePs algorithm can be thought of as a
way to reweight conformational populations to agree with experimental
knowledge.

In BICePs, the error model reflects both uncertainty in the experimental
measurements and heterogeneity in the conformational ensemble, (i.e. how
likely are the observables for conformation \(X\) to be away from
the ensemble-average measurement, either due to experimental noise or
conformational heterogeneity). These uncertainties are usually not known
a priori, and must be treated as nuisance parameters \(\sigma\)
which can be modeled using some prior model \(P(\sigma)\):


\[P(X,\sigma | D) \propto Q(D|X,\sigma) P(X) P(\sigma)\]

Posterior sampling over \(X\) and \(\sigma\) using Markov Chain
Monte Carlo (MCMC) can then be used to determine the conformational
populations given the experimental restraints as
\(P(X|D) = \int P(X,\sigma | D) d\sigma\). Similarly, the posterior
distribution of the experimental uncertainty
\(P(\sigma | D) = \int P(X,\sigma | D) dX\) gives information about
how well the posterior conformational distribution agrees with the
experimental restraints.



Reference potentials

The correct implementation of reference potentials is an importance
advantage of the BICePs algorithm. The experimental data used to
construct the likelihood function comes from some set of
ensemble-averaged experimental observables
\(\mathbf{r} = (r_1, r_2, ..., r_N)\). Such observables are
low-dimensional projections of some high-dimensional state space
\(X\), and therefore these restraints in the space of observables
need to be treated as potentials of mean force. 1 2 3


\[P(X | D) \propto \bigg[ \frac{Q(\mathbf{r}(X)|D)}{Q_{\text{ref}}(\mathbf{r}(X))} \bigg] P(X)\]

The bracketed weighting function is now a ratio, with the numerator
\(Q(\mathbf{r}|D)\) being a likelihood function enforcing
experimental restraints in the space of observables, while the
denominator \(Q_{\text{ref}}(\mathbf{r})\) reflects some reference
distribution for possible values of the observables \(\mathbf{r}\)
in the absence of any experimental restraint information, such that
\(-\ln [Q(\mathbf{r}|D)/Q_{\text{ref}}(\mathbf{r})]\) is a potential
of mean force. Without reference potentials, a great deal of unnecessary
bias is introduced when many non-informative restraints are used.

As an example to illustrate the importance of reference potentials,
consider an experimental distance restraint applied to two residues of a
polypeptide chain (Figure 1). In the absence of any
experimental information, we assume a reference potential
\(Q_{\text{ref}}(\mathbf{r})\) corresponding to the end-to-end
distance of a random-coil polymer with a chain length equal to that of
the intervening residues. For residues near each other along the chain,
a short-distance restraint may have
\([Q(\mathbf{r}|D)/Q_{\text{ref}}(\mathbf{r})] \sim 1\),
contributing little or no information to refine the conformational
ensemble. If the residues are far apart along the chain, however, a
short-distance restraint can be highly informative, with
\([Q(\mathbf{r}|D)/Q_{\text{ref}}(\mathbf{r})]\) greatly rewarding
small distances where the reference potential
\(Q_{\text{ref}}(\mathbf{r})\) is small.
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Figure 1.





BICePs scores for quantitative model selection

Another key advantage of the BICePs algorithm is its the ability to use
the sampled posterior probability function to perform quantitative model
selection. This is done through a quantity we will call the BICePs
score.

Consider \(K\) different theoretical models \(P^{(k)}(X)\),
\(k=1,...,K\), that we may wish to use as our prior distribution.
Perhaps these models come from simulations using different potential
energy functions. Or perhaps we want to compare a model shaped only
experimental restraints, to a model using both simulation and
experimental information. Which model is more consistent with the
experimental data? To determine this, we compute the posterior
likelihood of the model, \(Z^{(k)}\), by integrating the
\(k^{th}\) posterior distribution across all conformations \(X\)
and values of \(\sigma\):


\[\begin{split}Z^{(k)} = \int P^{(k)}(X,\sigma | D)  dX d\sigma  &=& \int P^{(k)}(X) Q(X) dX\\
 \text{total evidence for model } P^{(k)} && \text{overlap integral}\end{split}\]

The quantity \(Z^{(k)}\) can be interpreted as the total evidence in
favor of a given model. Equivalently, we can think of this term as an
overlap integral between the prior \(P^{(k)}(X)\) and a likelihood
function
\(Q(X) = \int [Q(\mathbf{r}(X)|D,\sigma)/Q_{\text{ref}}(\mathbf{r}(X)) ] P(\sigma) d\sigma\).
The overlap integral quantifies how well the theoretical modeling agrees
with the experimental data (Figure 2); i.e. the
value of \(Z^{(k)}\) is maximal when \(P^{(k)}(X)\) most closely
matches the likelihood distribution \(Q(X)\) specified by the
experimental restraints.
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Figure 2.



In Bayesian statistics, the so-called Bayes factor,
\(Z^{(1)}/Z^{(2)}\) is a likelihood ratio that can be used to choose
between competing models (1) and (2), similar to a likelihood-ratio test
in classical statistics. In order to assign each model a unique score,
we define a free energy-like quantity,


\[f^{(k)} = -\ln \frac{Z^{(k)}}{Z_0}\]

to compare model \(P^{(k)}(X,\sigma|D)\) against some reference
model \(Z_0\). In practice, we choose the reference model to be the
posterior for a uniform prior \(P(X)\), i.e. no information from
theoretical modeling. We call \(f^{(k)}\) the BICePs score. The
BICePs score provides an unequivocal measure of model quality, to be
used for objective model selection. The lower the BICePs score, the
better the model (Figure 2). This useful property means that the
BICePs score can be used a metric for force field validation and
parameterization. In addition, the BICePs score has a useful physical
interpretation: it reflects the improvement (or disimprovement) of the
posterior distribution when going from a conformation ensemble shaped
only experimental constraints, to a new distribution additionally shaped
by a theoretical model.



Summary of the key advantages of BICePs.

To put the BICePs algorithm in a larger context, we summarize the its
key advantages as follows:


	BICePs can be used with molecular dynamics (MD) or quantum mechanics
(QM) methods. Conformational states can be individual conformations
(like single-point QM minima) or collections of conformations (e.g.
from clustering of trajectory data), as long as experimental
observables can be attached to each conformational state.


	BICePs performs reweighting of conformational states derived from
modeling; it is currently a post-processing algorithm (MCMC) with no
additional MD or QM required.


	Bayesian inference offers a rigorous statistical framework for
achieving the correct balance of theoretical modeling and
experimental data.


	BICePs correctly uses reference potentials, which is essential to
proper weighing of experimental restraints


	With proper reference potentials, BICePs scores can be used for
unambiguous, objective model selection.




For more details about theory beneath BICePs, please check these work. 4 5
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Tutorials & Examples



This page contains a series of tutorials
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API Reference


Preparation


	
class biceps.Restraint.Preparation(nstates=0, top_file=None, outdir=None)

	A class to prepare input_data for the biceps.Ensemble.initialize_restraints method.


	Parameters

	
	nstates (int) – number of conformational states


	top_file (str) – relative path to the structure topology file


	outdir (str) – relative path for output files














Ensemble


	
class biceps.Ensemble(lam, energies, debug=False)

	Container class for biceps.Restraint.Restraint objects.


	Parameters

	
	lam (float) – lambda value to scale energies


	energies (np.ndarray) – numpy array of energies for each state













	
Ensemble.initialize_restraints(input_data, options=None)

	Initialize corresponding biceps.Restraint.Restraint classes based on experimental
observables from input_data for each conformational state.


	Parameters

	
	input_data (list of str) – a sorted collection of filenames (files                    contain exp (experimental) and model (theoretical) observables)


	options (list of dict) – dictionary containing keys that match                     biceps.Restraint.Restraint parameters and values are lists for each restraint.








# In general:
parameters = [dict(**kwargs),...,dict(**kwargs)]
# More specifically, for J and NOE data restraints, respectively:
parameters = [dict(ref='uniform', sigma=(0.05, 20.0, 1.02)),
              dict(ref='exp', sigma=(0.05, 5.0, 1.02), gamma=(0.2, 5.0, 1.02))]






Tip

See the following parent biceps.Restraint.Restraint and
child class methods for the full list of keyword arguments (**kwargs)
for each restraint used inside parameters:

biceps.Restraint.Restraint_cs.init_restraint

biceps.Restraint.Restraint_J.init_restraint

biceps.Restraint.Restraint_noe.init_restraint

biceps.Restraint.Restraint_pf.init_restraint

Print possible restraints with: biceps.toolbox.list_possible_restraints

Print possible extensions with: biceps.toolbox.list_possible_extensions








	
Ensemble.to_list()

	Converts the Ensemble class to a list.


	Returns

	collection of biceps.Restraint.Restraint objects



	Return type

	list











Restraint


	
class biceps.Restraint.Restraint(ref='uniform', sigma=[0.05, 20.0, 1.02], use_global_ref_sigma=True, verbose=False)

	The parent biceps.Restraint.Restraint class.


	Parameters

	
	ref_pot (str) – referenece potential e.g., “uniform”. “exp”, “gau”.                    If None, the default reference potential will be used for                    a given experimental observable


	sigma (list) – (sigma_min, sigma_max, dsigma)


	use_global_ref_sigma (bool) – (defaults to True)













	
Restraint_cs.init_restraint(data, energy, extension='H', weight=1, file_fmt='pickle', verbose=False)

	Initialize the chemical shift restraints for each experimental
and theoretical observable given data.


	Parameters

	
	data (str) – filename of data


	energy (float) – The (reduced) free energy of the conformation


	extensions (str) – “H”, “Ca”, “N”


	weight (float) – weight for restraint













	
Restraint_J.init_restraint(data, energy, extension='J', weight=1, file_fmt='pickle', verbose=False)

	Initialize the sclar coupling constant restraints for each exp
(experimental) and model (theoretical) observable given data.


	Parameters

	
	data (str) – filename of data


	energy (float) – The (reduced) free energy of the conformation


	weight (float) – weight for restraint













	
Restraint_noe.init_restraint(data, energy, extension='noe', weight=1, file_fmt='pickle', verbose=False, log_normal=False, gamma=[0.2, 10.0, 1.01])

	Initialize the NOE distance restraints for each experimental
and theoretical observable given data.
When log_normal=True, the modified sum of squared errors is used
\(\chi_{d}^{2}(X)=\sum_{j} w_{j}( \ln ( r_{j}(X) / \gamma' r_{j}^{exp} ))^{2}\)
:param data: filename of data
:type data: str
:param energy: The (reduced) free energy \(f=\beta*F\) of the conformation
:type energy: float
:param weight: weight for restraint
:type weight: float
:param log_normal: use log normal distribution
:type log_normal: bool
:param gamma: [gamma_min, gamma_max, dgamma] in log space
:type gamma: list






	
Restraint_pf.init_restraint(data, energy, precomputed=False, pf_prior=None, Ncs_fi=None, Nhs_fi=None, beta_c=(0.05, 0.25, 0.01), beta_h=(0.0, 5.2, 0.2), beta_0=(-10.0, 0.0, 0.2), xcs=(5.0, 8.5, 0.5), xhs=(2.0, 2.7, 0.1), bs=(15.0, 16.0, 1.0), extension='pf', weight=1, file_fmt='pickle', states=None, verbose=False)

	Initialize protection factor restraints for each exp (experimental)
and model (theoretical) observable given data.


	Parameters

	
	data (str) – filename of data


	energy (float) – The (reduced) free energy \(f=\beta*F\) of the conformation


	weight (float) – weight for restraint


	beta_c (list) – [min, max, spacing]


	beta_h (list) – [min, max, spacing]


	beta_0 (list) – [min, max, spacing]


	xcs (list) – [min, max, spacing]


	xhs (list) – [min, max, spacing]


	bs (list) – [min, max, spacing]














PosteriorSampler


	
class biceps.PosteriorSampler(ensemble, freq_write_traj=100.0, freq_save_traj=100.0, verbose=False)

	A class to perform posterior sampling of conformational populations.


	Parameters

	
	ensemble (object) – a biceps.Ensemble object


	freq_write_traj (int) – the frequency (in steps) to write the MCMC trajectory


	freq_print (int) – the frequency (in steps) to print status


	freq_save_traj (int) – the frequency (in steps) to store the MCMC trajectory













	
PosteriorSampler.neglogP(states, parameters, parameter_indices)

	Return -ln P of the current configuration.


	Parameters

	
	state (list) – the new conformational state being sampled in PosteriorSampler.sample


	parameters (list) – a list of the new parameters for each of the restraints


	parameter_indices (list) – parameter indices that correspond to each restraint













	
PosteriorSampler.sample(nsteps, burn=0, print_freq=1000, verbose=False, progress=True)

	Perform n number of steps (nsteps) of posterior sampling, where Monte
Carlo moves are accepted or rejected according to Metroplis criterion.
Energies are computed via neglogP.


	Parameters

	
	nsteps (int) – the number of steps of sampling


	burn (int) – the number of steps to burn


	print_freq (int) – the frequency of printing to the screen


	verbose (bool) – control over verbosity









Tip

Set verbose=False when using multiprocessing.








	
class biceps.PosteriorSamplingTrajectory(ensemble, sampler, nreplicas)

	A container class to store and perform operations on the trajectories of
sampling runs.


	Parameters

	
	ensemble (list) – ensemble of biceps.Restraint.Restraint objects


	nreplicas (int) – number of replicas













	
PosteriorSamplingTrajectory.process_results(filename=None)

	Process the trajectory, computing sampling statistics,
ensemble-average NMR observables.

Benefits of using Numpy Z compression (npz) formatting:
1) Standardized Python library (NumPy), 2) writes a compact file
of several arrays into binary format and 3) significantly smaller
size over many other formats.


	Parameters

	filename (str) – relative path and filename for MCMC trajectory






Tip

It is possible to convert the trajectory file to a Pandas DataFrame
(pickle file) with the following: biceps.toolbox.npz_to_DataFrame








Trajectory information


	Key
	Short Description





	rest_type
	list of strings for each restraint type.



	ref
	list of strings for each reference potential types



	allowed_parameters
	list of numpy arrays containing the allowed range of nuisance parameters with shape (m,n)



	sampled_parameters
	list of numpy arrays containing the counts of nuisance parameters sampled for each restraint  with shape (m,n)



	trajectory_headers
	e.g., [step, energy, accept, state, [nuisance parameter index]]



	trajectory
	list of values—see trajectory_headers



	sep_accept
	list of separated acceptance ratios with shape (n+1,)



	traces
	list of sampled nuisance parameters with shape (n)



	state_trace
	list of sampled conformational state index





n is the number of allowed parameters

m is the number of restraints




Analysis


	
class biceps.Analysis(outdir, nstates=0, precheck=True, BSdir='BS.dat', popdir='populations.dat', picfile='BICePs.pdf', verbose=False)

	A class to perform analysis and plot figures.


	Parameters

	
	nstates (int) – number of conformational states


	trajs (str) – relative path to glob ‘*.npz’ trajectories (analysis files and figures will be placed inside this directory)


	precheck (bool) – find the all the states that haven’t been sampled if any


	BSdir (str) – relative path for BICePs score file name


	popdir (str) – relative path for BICePs reweighted populations file name


	picfile (str) – relative path for BICePs figure













	
Analysis.plot(plottype='hist', figname='BICePs.pdf', figsize=None, label_fontsize=12, legend_fontsize=10)

	Plot figures for population and sampled nuisance parameters.


	Parameters

	show (bool) – show the plot in Jupyter Notebook.











Convergence


	
biceps.convergence.exponential_fit(autocorrelation, exp_function='single', v0=None, verbose=False)

	Calls on single_exp_decay (‘single’) or double_exp_decay
(‘double’) for an exponential fitting of an autocorrelation curve.
See SciPy curve fit [https://docs.scipy.org/doc/scipy/reference/generated/scipy.optimize.curve_fit.html]
for more details.


	Parameters

	
	autocorrelation (np.ndarray) – the autocorrelation of some timeseries


	exp_function (str) – default=’single’ (‘single’ or ‘double’


	v0 (list) – Initial conditions for exponential fitting. Default for ‘single’                 is v0=[0.0, 1.0, 4000.]=[a0, a1, tau1] where \(a_{0} + a_{1}*exp(-(x/   au_{1}))\) and                default for ‘double’ is v0=[0.0, 0.9, 0.1, 4000., 200.0]=[a0, a1, a2, tau1, tau2] where                \(f(x) = a_{0} + a_{1}*exp(-(x/        au_{1})) + a_{2}*exp(-(x/       au_{2}))\)






	Returns

	the y-values of the fitted curve.



	Return type

	yfit(np.ndarray)










	
biceps.convergence.compute_autocorrelation_curves(data, max_tau, normalize=True)

	Calculates the autocorrelation for a list of arrays, where each array is a
separate time-series.


	Parameters

	
	data (list) – list of separate timeseries


	maxtau (int) – the upper bound of autocorrelation lag time


	normalize (bool) – to normalize








Returns: np.ndarray






	
biceps.convergence.g(f, max_tau=10000, normalize=True)

	Calculate the autocorrelaton function for a time-series f(t).


	Parameters

	
	f (np.ndarray) – a 1D numpy array containing the time series f(t)


	maxtau (int) – the maximum autocorrelation time to consider.


	normalize (bool) – if True, return g(tau)/g[0]








Returns: np.array: a numpy array of size (max_tau+1,) containing g(tau)






	
biceps.convergence.compute_autocorrelation_time(autocorrelations)

	Computes the autocorrelation time \(\tau_{auto} = \int C_{\tau} d\tau\)


	Parameters

	autocorrelations (np.ndarray) – an array containing the autocorrelations for                 each time-series.





Returns: np.ndarray






	
biceps.convergence.get_blocks(data, nblocks=5)

	Method used to partition data into blocks. The data is a list of arrays,
where each array is a separate time-series or autocorrelation.


	Parameters

	data (list) – list of separate timeseries










	
biceps.convergence.compute_JSD(T1, T2, T_total, ind, allowed_parameters)

	Compute JSD for a given part of trajectory.

\(JSD = H(P_{comb}) - {\pi_{1}}{H(P_{1})} - {\pi_{2}}{H(P_{2})}\),
where \(P_{comb}\) is the combined data (\(P_{1} \cup P_{2}\)).
\(H\) is the Shannon entropy of distribution \(P_{i}\) and
\(\pi_{i}\) is the weight for the probability distribution \(P_{i}\).
\(H(P_{i}) = \sum -\frac{r_{i}}{N_{i}}*ln(\frac{r_{i}}{N_{i}})\),
where \(r_{i}\) and \(N_{i}\) represents sampled times of a
specific parameter index and the total number of samples of the
parameter, respectively


	Variables

	
	T_total (T1, T2,) – part 1, part2 and total (part1 + part2)


	rest_type – experimental restraint type


	allowed_parameters – nuisacne parameters range






	Return float

	Jensen–Shannon divergence










	
class biceps.Convergence(traj=None, filename=None, outdir='./', verbose=False)

	Convergence submodule for BICePs.


	Parameters

	
	filename (str) – relative path and filename to MCMC trajectory (NumPy npz file)


	outdir (str) – relative path for output files













	
Convergence.plot_traces(figname='traj_traces.png', xlim=None)

	Plot trajectory traces.


	Parameters

	xlim (tuple) – matplotlib x-axis limits










	
Convergence.plot_auto_curve(xlim=None, figname='autocorrelation_curve.png', std_x=None, std_y=None)

	Plot auto-correlation curve. This function saves a figure of
auto-correlation with error bars at the 95% confidence interval
(\(\tau_{auto}\) is rounded to the nearest integer).


	Parameters

	
	xlim (tuple) – matplotlib x-axis limits


	std_x (np.ndarray) – 


	std_y (np.ndarray) – 













	
Convergence.plot_block_avg(nblock, r_max, figname='block_avg.png')

	Plot block average


	Parameters

	
	nblock (int) – is the number of partitions in the time series


	r_max (np.ndarray) – maximum sampled parameters for each restraint


	figname (str) – figure name without relative path (taken care of)













	
Convergence.get_autocorrelation_curves(method='auto', nblocks=5, maxtau=10000, plot_traces=False)

	Compute autocorrelaton function for a time-series f(t), partition the
data into the specified number of blocks and plot the autocorrelation curve.
Saves a figure of autocorrelation curves for each restraint.


	Parameters

	
	method (str) – method for computing autocorrelation time; “block-avg-auto” or “exp” or “auto”


	nblocks (int) – number of blocks to split up the trajectory


	maxtau (int) – the upper bound of autocorrelation lag time


	plot_traces (bool) – plot the trajectory traces?













	
Convergence.process(nblock=5, nfold=10, nround=100, savefile=True, block_avg=False, normalize=True)

	Process the trajectory and execute compute_JSD() with
plot_JSD_conv() and plot_JSD_distribution().
If block_avg=True, then block averaging will be executed and
plot_block_avg() will be executed as well.


	Parameters

	
	nblock (int) – is the number of partitions in the time series


	nfold (int) – is the number of partitions in the shuffled (subsampled) trajectory


	nround (int) – is the number of rounds of bootstrapping when computing JSDs


	savefile (bool) – 


	block_avg (bool) – use block averaging


	verbose (bool) – verbosity














toolbox


	
biceps.toolbox.sort_data(dataFiles)

	Sorting the data by extension into lists. Data can be located in various
directories.  Provide a list of paths where the data can be found.
Some examples of fileextensions: {.noe,.J,.cs_H,.cs_Ha}.


	Parameters

	dataFiles (list) – list of strings where the data can be found



	Raises

	ValueError – if the data directory does not exist





>>> biceps.toolbox.sort_data()










	
biceps.toolbox.get_files(path)

	Return a sorted list of files that will be globbed from the path given.
First, this function can handle decimals and multiple numbers that are
seperated by characters.
https://pypi.org/project/natsort/


	Parameters

	path (str) – 



	Returns

	sorted list










	
biceps.toolbox.list_res(input_data)

	Determine the ordering of the experimental restraints that
will be included in sampling.


	Parameters

	input_data (list) – see biceps.Ensemble.initialize_restraints





>>> biceps.toolbox.list_res()










	
biceps.toolbox.list_possible_restraints()

	Function will return a list of all possible restraint classes in Restraint.py.

>>> biceps.toolbox.list_possible_restraints()










	
biceps.toolbox.list_extensions(input_data)

	Determine the ordering of the experimental restraints that
will be included in sampling.


	Parameters

	input_data (list) – see biceps.Ensemble.initialize_restraints





>>> biceps.toolbox.list_extensions()










	
biceps.toolbox.list_possible_extensions()

	Function will return a list of all possible input data file extensions.

>>> biceps.toolbox.list_possible_extensions()










	
biceps.toolbox.npz_to_DataFrame(file, out_filename='traj_lambda0.00.pkl', verbose=False)

	Converts numpy Z compressed file to Pandas DataFrame (*.pkl)

>>> biceps.toolbox.npz_to_DataFrame(file, out_filename="traj_lambda0.00.pkl")










	
biceps.toolbox.save_object(obj, filename)

	Saves python object as pickle file.
:param obj: python object
:type obj: object
:param filename: relative path for ouput
:type filename: str

>>> biceps.toolbox.save_object()
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NOTES

Trajectory Format

Benefits of using Numpy Z compression (npz) formatting: Standardized library that comes with installation of anaconda, Writes a compact file of several arrays into binary format which has a significantly smaller size over all other formats.


Trajectory Format Comparison (writing)


	Process
	
	
	
	



	(steps, states, lambda)
	H5
	YAML
	Numpy Z Compression
	Python Pickle



	1 M, 1000, 1
	3.57 min
	3.68 min
	3.50 min
	3.70 min



	10 M, 50, 2
	31.53 min
	34.86 min
	31.43 min
	31.68 min



	Avg. size (MB)
	9.67
	11.11
	2.29
	9.69





Processor 2.5 GHz Intel Core i5
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  # Protocol for setting up pip install

Please see:
#### Tutorial for [Packing Python Projects](https://packaging.python.org/tutorials/packaging-projects/)

##### Prerequisites:

```bash
pip install –user –upgrade setuptools wheel

pip install –user –upgrade twine

```




	Register an account on [https://pypi.org](https://pypi.org/) or [https://test.pypi.org](https://test.pypi.org/) if you would like to do testing first.




2. Create a setup.py - main commands/controls for the project
to be built.


	Run:




`
python setup.py sdist bdist_wheel
`



	The command that is used to build the distribution archives (The tar.gz file is a source archive whereas the .whl file is a built distribution)








	Lastly, run the following command to upload to your pypi account:




`
twine upload dist/*
`

# Protocol for setting up conda install

Please see:
#### Tutorial for [Uploading Conda Packages](https://docs.anaconda.com/anaconda-cloud/user-guide/tasks/work-with-packages/#uploading-conda-packages)

##### Prerequisites:

```bash
conda install anaconda-client conda-build

```




	Register an account on [https://anaconda.org/](https://anaconda.org/).




2. Create a meta.yaml - main commands/controls for the project
to be built.


	Run conda build in the directory of meta.yml




`
conda build .
`


	Lastly, login to your anaconda account and upload the package




`
anaconda login
anaconda upload /path/to/conda-package.tar.bz2
`
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Convergence

Massive amounts of care is involved with setting up simulations. We should also take great care in determining how much we can trust our simulations. This tutorial shows the user how to use the convergence submodule within biceps to determine if MCMC sampling has converged.

Typically, massive amounts of care is involved with setting up simulations. Thus, it is essential that we attempt to objectively uncover the validity of our simulations. Despite there being no single clear best practice to quantify MCMC sampling quality\(^{1}\), biceps.Convergence possess methods that suit our needs e.g., autocorrelation, block-averaging, bootstrapping, Jensen-Shannon divergence (JSD) and more. Previously in BICePs 1.0, trajectory convergence was measured by
comparing populations and BICePs scores from sets of trajectories with varying number of steps differing by an order of magnitude. For converged results, the populations and biceps score should be similar regardless of the trajectory length.

We stress that users should check that their MCMC simulations satisfy the following items before checking convergence: 1) All states are sampled at least once over all \(\lambda\) values. The MBAR algorithm estimates conformational state populations and the states not sampled for any lambda value will be considered to have infinitely high potential energy and the corresponding predicted population will be infinite small. 2) The MCMC acceptance percentage of sample space is high. Low
acceptance percentage is a sign of inefficient sampling and implies that many more steps are required to adequately sample parameter space.


[1]:





import biceps













BICePs - Bayesian Inference of Conformational Populations, Version 2.0












Warning on use of the timeseries module: If the inherent timescales of the system are long compared to those being analyzed, this statistical inefficiency may be an underestimate.  The estimate presumes the use of many statistically independent samples.  Tests should be performed to assess whether this condition is satisfied.   Be cautious in the interpretation of the data.






After consideration of the latter items, the biceps.Convergence class should be used to give a statistical evaluation of convergence in MCMC trajectories. To get started, the class only requires the filename of a biceps MCMC trajectory (including its relative path) for initialization. In this step, the trajectory is read into memory and stored as the local variable convergence object C.


[2]:





%matplotlib inline
C = biceps.Convergence(filename='../MP_Lambdas/results/traj_lambda0.00.npz')







To view the trajectory of 1M steps, we plot the time-series of sampled nuisance parameters (\(\sigma_{J}\), \(\sigma_{NOE}\) and \(\gamma\)).


[3]:





C.plot_traces(figname="traces.pdf", xlim=(0, 1e6))












[image: ../../../_images/examples_Tutorials_Convergence_convergence_7_0.png]




Computing the autocorrelation


Next, we need to determine the trajectory length at which sampling becomes decorrelated. Autocorrelations curves and autocorrelation times are computed for each time-series of sampled nuisance parameters. The computed autocorrelation times for each nuisance parameter are stored in C to be used for further convergence analysis. By default, our get_autocorrelation_curves method uses an autocorrelation function (method="auto") with a window of length maxtau=10000 to compute the
autocorrelation time. To obtain the autocorrelation time, we take the integral of the autocorrelation function over all lag-times \(\tau\).

Three options for the argument method are provided: block average ("block-avg"), exponential fitting ("exp") or autocorrelation function ("auto"). Each method varying in the level of statistical sophistication to compute the autocorrelation times of each nuisance parameter.

Single exponential fitting



\[f(x) = a_{0} + a_{1}*exp(-(x/\tau_{1}))\]

Computing the autocorrelation time via an exponential curve fitting is achieved by finding the best fitting of varied parameters: \(a_{0}\), \(a_{1}\) and \(\tau_{1}\). The autocorrelation time \(\tau_{auto}\)=\(\tau_{1}\) from the optimal fitting.


\begin{equation}
N_{ind} = \frac{N}{1+2\tau_{auto}}
\end{equation}
where \(N\) is the total number of raw samples. In practice, curve fitting method may require prior knowledge (e.g single or double exponential decay).


[4]:





C.get_autocorrelation_curves(method="exp", maxtau=5000)












[image: ../../../_images/examples_Tutorials_Convergence_convergence_10_0.png]




The functional form can also be changed from single to doubly exponential. The curve fitting method may require prior knowledge about the exponential decay. In this case, the doubly exponential decay does not apply. Below is the code that would be used:

C.exp_function = "double"
C.get_autocorrelation_curves(method="exp", maxtau=5000)





For example, a larger value of maxtau may be necessary in cases of more slowly decorrelated time series. Occasionally, negative values of \(\tau_{auto}\) may be obtained indicating the amount of data is not enough for computing autocorrelation time. Since convergence check of BICePs could be complicated, we offered multiple methods aiming for cross-validation for users to determine if the sampling achieves convergence.

Autocorrelation function \(C_{\tau}\)



\begin{equation}
C\left(\theta_{t}, \theta_{t+\tau}\right) \equiv \frac{\overline{\left(\theta_{t}-\overline{\theta}\right)\left(\theta_{t+\tau}-\overline{\theta}\right)}}{s(\theta)^{2}} \Rightarrow c_{\tau}
\label{eq:g} \tag{1}
\end{equation}
where \(s(\theta)^{2}\) is the variance and \(c_{\tau}\) is independent of the lagtime \(\tau\). To find the proper number of lagtime (\(\tau_{auto}\)), we take integral of \(C_{\tau}\) over all lagtimes


\begin{equation}
\tau_{auto} = \int C_{\tau} d \tau
\label{eq:tau} \tag{2}
\end{equation}

[5]:





C.get_autocorrelation_curves(method="auto", maxtau=500)












[image: ../../../_images/examples_Tutorials_Convergence_convergence_14_0.png]




Block-averaging


This approach works by partitioning a window of length maxtau into 4 blocks of equal size, then averaging the autocorrelation time for each block. Form these blocks, we can pull out the uncertainty of \(\tau_{auto}\).


[6]:





C.get_autocorrelation_curves(method="block-avg-auto", maxtau=200, nblocks=5)












[image: ../../../_images/examples_Tutorials_Convergence_convergence_16_0.png]




Please note that significant changes in the autocorrelation curve at large \(\tau\) may indicate more sampling is required and the system has not reached equilibrium. Occasionally, a negative value of \(\tau_{auto}\) may arise, which is an indication that maxtau is too small i.e., the amount of data is not enough for computing autocorrelation time. On the other hand, a slowly decorrelated time series with lots of data may also require a larger maxtau.

The JSD analysis uses the stored autocorrelation times inside the convergence object C.

Using \(\tau_{auto}\) from block averaged autocorrelations for processing (JSD distributions)


After the autocorrelation times have been stored, C.process is called to perform a series of operations including the output of plots from the resulting JSD analysis. By default, the latter method includes numerous preset arguments: nround=100 is the number of rounds of bootstrapping when computing JSDs, nfold=10 is the number of partitions in the shuffled (subsampled) trajectory, and block_avg=False specifies whether block averaging is to be used. When block_avg=True, the
decorrelated time-series data gets partitioned into \(n\) blocks (nblock=5) and an average is taken over the values of greatest frequency for each block.

C.process(nblock=5, nfold=10, nround=100, savefile=False, block_avg=True, normalize=True)





Jensen-Shannon divergence (JSD) is an improved method from Kullback-Leibler divergence and is a statistical way to measure the similarity between two probability distributions. In our convergence test, we are aiming to check if we use more data, will the distribution be different or similar to the less data which is a perfect situation that JSD calculation could be helpful. Given two sets data from BICePs sampling \(P_1\) and \(P_2\), to check if these two distribution is similar or not,
we can compute the JSD as:


\begin{equation}
JSD = H(P_{comb}) - {\pi_1}{H(P_1)} - {\pi_2}{H(P_2)}
\label{eq:JSD_def}\tag{3}
\end{equation}
where \(P_{comb}\) is the combined data (\(P_{1} \cup P_{2}\)). \(H\) is the Shannon entropy of distribution \(P_i\) and \(\pi_i\) is the weight for the probability distribution \(P_i\). Specifically, in BICePs the \(P_i\) is the distribution of sampled parameters and \({H(P_i)}\) can be computed as:


\begin{equation}
{H(P_i)} = \sum -\frac{r_i}{N_i}*\ln{\frac{r_i}{N_i}}
\tag{4}
\end{equation}
where \(r_i\) and \(N_i\) represents sampled times of a specific parameter index and the total number of samples of the parameter, respectively. \(\pi_i\) can be computed as \(\frac{N_i}{N_{total}}\) where \(N_{total} = \sum{N_i}\). Combined together we have:


\begin{equation}
JSD = \sum{(-\frac{r_{total}}{N_{total}}*\ln{\frac{r_{total}}{N_{total}}})} - \frac{N_i}{N_{total}}*\sum(-\frac{r_i}{N_i}*\ln{\frac{r_i}{N_i}})
\label{eq:JSD}\tag{5}
\end{equation}
where \(i = 1, 2\) in this example. In biceps, we can import different amount of data into our JSD calculation. To do that, we may use \(p\%\) (\(p = 10,20,...100\)) data and divide the dataset (\(P_{total}\)) into two parts (the first half and second half) to get \(P_1\) and \(P_2\) in eq \ref{eq:JSD_def} and compute the JSD value (\(JSD_{single}\)) using eq \ref{eq:JSD}. Then we can randomly pick up \(N_{total}/2\) points
from \(P_{total}\) as \(P_1\) (\(N_{total}\) is the total number of data after chopped) and the remaining data as \(P_2\). In this way, we are mixing the data and the computed JSD (\(JSD_{random}\)) from this mixing data should be smaller than the computed JSD from just first versus second half data. But if the dataset is completely converged, \(JSD_{single}\) and \(JSD_{random}\) should be close. Repeat mixing data \(N\) times, we shall get
\(\Big\{JSD_{random}\Big\}_N\) values and a corresponded distribution. Our null hypothesis is the computed \(JSD_{single}\) is not in the distribution of \(\Big\{JSD_{random}\Big\}_N\). To test if we can accept or reject the hypothesis, we rank the \(JSD_{single}\) values in \(\Big\{JSD_{random}\Big\}_N\) in ascending order. If it is in the top 99% ranked, then we reject the hypothesis which indicates \(P_1\) and \(P_2\) no matter mixing the data or not are drawn from
a mutual distribution and the data is converged. If the ranked \(JSD_{single}\) is in the last 1%, the data is not converged yet.


[7]:





C.process(nblock=5, nfold=10, nround=100, savefile=False, block_avg=True, normalize=True)
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In summary of the biceps.convergence class is extremely convenient and useful for objectively quantifying sampling quality. Despite there not being a one-size-fits-all approach to checking the validity of MCMC trajectories, we included an assortment of methods to check convergence. Users only need to specify the relative path and trajectory name. If desired, a method for computing the autocorrleation time can be specified. The convergence module is extremely convenient and useful for
determining sufficient sampling so we can put more trust our simulations.
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Multiprocessing Lambdas

This tutorial explains how to run lambda values in parallel. We show the user how to construct a simple wrapper function for the code to be multiprocessed, then we decorate the wrapper function with @biceps.multiprocess.

In the preparation tutorial [https://biceps.readthedocs.io/en/latest/examples/Tutorials/Prep_Rest_Post_Ana/preparation.html], we generated the input data that will be used here.

Please be aware of the following:

	never use multiprocessing when debugging


	always make sure verbose=False for all methods inside wrapper function




[1]:





import numpy as np
import pandas as pd
import biceps













BICePs - Bayesian Inference of Conformational Populations, Version 2.0












Warning on use of the timeseries module: If the inherent timescales of the system are long compared to those being analyzed, this statistical inefficiency may be an underestimate.  The estimate presumes the use of many statistically independent samples.  Tests should be performed to assess whether this condition is satisfied.   Be cautious in the interpretation of the data.






Data, output directories and parameters


[4]:





energies = np.loadtxt('cineromycin_B/cineromycinB_QMenergies.dat')*627.509  # convert from hartrees to kcal/mol
energies = energies/0.5959   # convert to reduced free energies F = f/kT
energies -= energies.min()  # set ground state to zero, just in case
input_data = biceps.toolbox.sort_data('cineromycin_B/J_NOE')
nsteps=100000
n_lambdas = 2
outdir = '%s_steps_%s_lam'%(nsteps, n_lambdas)
biceps.toolbox.mkdir(outdir)
lambda_values = np.linspace(0.0, 1.0, n_lambdas)
parameters = [dict(ref="uniform", sigma=(0.05, 20.0, 1.02)),
        dict(ref="exponential", sigma=(0.05, 5.0, 1.02), gamma=(0.2, 5.0, 1.02)),]
pd.DataFrame(parameters)








[4]:
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Analysis

In this tutorial, we show the user how to instantiate the biceps.Analysis class which uses MBAR [https://pymbar.readthedocs.io/en/master/index.html] to get predicted populations of each conformational states and compute a BICePs score. We also provide a short description of the output data from analysis and embed the figures of posterior distribution of populations & nuisance parameters. Please refer to the documentation of
Analysis [https://biceps.readthedocs.io/en/latest/biceps.html#analysis] for more specific details.


[6]:





import biceps
import warnings
warnings.filterwarnings("ignore", category=UserWarning)
warnings.filterwarnings('ignore', category=FutureWarning)








[10]:





%matplotlib inline
A = biceps.Analysis(outdir="results", nstates=100, verbose=True)
fig = A.plot(plottype="hist") # plottype="step")













Loading results/traj_lambda0.00.npz ...
Loading results/traj_lambda1.00.npz ...
not all state sampled, these states [ 0  3  4  5  8  9 11 13 14 15 16 18 19 20 21 22 23 24 25 26 27 28 29 31
 34 40 41 42 43 44 48 49 51 52 53 54 55 57 60 61 62 64 69 71 72 73 74 76
 77 78 81 82 83 86 87 88 89 95 96 97 98 99] are not sampled
Loading results/traj_lambda0.00.pkl ...
Loading results/traj_lambda1.00.pkl ...
lam = [0.0, 1.0]
nstates 100
Time for MBAR: 0.077 s
Writing results/BS.dat...
Writing results/populations.dat...
Top 10 states: [46, 85, 92, 45, 39, 80, 65, 90, 59, 38]
Top 10 populations: [0.01001833 0.0212999  0.02792732 0.03482791 0.07746092 0.07924925
 0.08826894 0.09715671 0.20440265 0.32912632]











[image: ../../../_images/examples_Tutorials_Prep_Rest_Post_Ana_analysis_2_1.png]
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The output files include: population information (“populations.dat”), figure of sampled parameters distribution (“BICePs.pdf”), BICePs score information (“BS.dat”), which are shown above.

Now, let’s take a look at the populations file:

There are 100 rows corresponding to 100 clustered states. 4 columns corresponding to populations of each state (row) for 2 lambda values (first 2 columns) and population change (last 2 columns).


[11]:





import pandas as pd
import numpy as np
pops = np.loadtxt('results/populations.dat')
df = pd.DataFrame(pops)
df








[11]:
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Ensemble

This tutorial shows the user how to appropriately use the biceps.Ensemble class to construct the ensemble and apply data restraints that were prepared from the previous tutorial (Preparation [https://biceps.readthedocs.io/en/latest/examples/Tutorials/Prep_Rest_Post_Ana/preparation.html]). Please note that in order to compute the relative free energies, one must perform sampling for at least two lambda values.


[24]:





import numpy as np
import pandas as pd
import biceps








[25]:





print(f"Possible input data extensions: {biceps.toolbox.list_possible_extensions()}")













Possible input data extensions: ['H', 'Ca', 'N', 'J', 'noe', 'pf']







[26]:





####### Data and Output Directories #######
energies = np.loadtxt('cineromycin_B/cineromycinB_QMenergies.dat')*627.509  # convert from hartrees to kcal/mol
energies = energies/0.5959   # convert to reduced free energies F = f/kT
energies -= energies.min()  # set ground state to zero, just in case

# Point to directory that contains input files
#input_data = biceps.toolbox.sort_data('cineromycin_B/J_NOE')
input_data = biceps.toolbox.sort_data("J_NOE")
print(f"Input data: {biceps.toolbox.list_extensions(input_data)}")

# Make a new directory if we have to
outdir = 'results'
biceps.toolbox.mkdir(outdir)













Input data: ['J', 'noe']






Another key parameter for BICePs set-up is the type of reference potential for each experimental observables. More information of reference potential can be found here [https://biceps.readthedocs.io/en/latest/theory.html].

Three reference potentials are supported in BICePs: uniform (‘uniform’), exponential (‘exp’), Gaussian (‘gau’).

As we found in previous research, exponential reference potential is useful in most cases. Some higher level task may require more in reference potential selection (e.g force field parametrization [https://pubs.acs.org/doi/10.1021/acs.jpcb.7b11871]).

(Note: It will be helpful to print out what is the order of experimental observables included in BICePs sampling as shown above.)

The order of the parameters below must follow the order of biceps.toolbox.list_extensions(data). Therefore, our parameters will be a list of dictionaries e.g., \(\text{[{'J'}, {'noe'}]}\). Recall, in the last section we saved J coupling files as *.pkl files and NOE distances as *.csv files. If the default (``*.pkl`` files) is not being used, then we need to specify this inside the corresponding dictionary…


[27]:





n_lambdas = 2
lambda_values = np.linspace(0.0, 1.0, n_lambdas)
options = [
        dict(ref='uniform', sigma=(0.05, 20.0, 1.02), file_fmt="pickle"),
        dict(ref='exponential', sigma=(0.05, 5.0, 1.02), gamma=(0.2, 5.0, 1.01), file_fmt="csv")
        ]
pd.DataFrame(options)








[27]:
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PosteriorSampler

In this tutorial, we will perform sampling when given an ensemble. Previously, in the Ensemble [https://biceps.readthedocs.io/en/latest/examples/Tutorials/Prep_Rest_Post_Ana/ensemble.html] tutorial we constructed ensembles for two lambda values and saved them to pickle files. Please read the section lambda values [https://biceps.readthedocs.io/en/latest/examples/Tutorials/Prep_Rest_Post_Ana/restraint.ipynb#Quick-note-on-lambda-values:] in the previous tutorial for more information.


[13]:





import pickle, os
import numpy as np
import biceps








[14]:





outdir = 'results'
n_lambdas = 2
lambda_values = np.linspace(0.0, 1.0, n_lambdas)
ensembles = []
for lam in lambda_values:
    with open(outdir+"/ensemble_%s.pkl"%lam,'rb') as file:
        ensemble = pickle.load(file)
    ensembles.append(ensemble)







Next, we need to specify number of steps for BICePs sampling. We recommend to run at least 1M steps for converged Monte Carlo samplings. Checking the convergence of the MCMC trajectory can be done simply using the submodule, biceps.Convergence.

Using the first ensemble of the list of ensembles…


[15]:





nsteps = 100000 # number of steps of MCMC simulation
sampler = biceps.PosteriorSampler(ensembles[0])







Then, we sample for 100 k steps…


[16]:





sampler.sample(nsteps=nsteps, burn=1000, print_freq=10000, verbose=True)













Step            State   Para Indices            Avg Energy      Acceptance (%)
0               [87]    [196, 127, 195]         7.150           56.94   False
10000           [67]    [235, 150, 184]         8.713           69.42   False
20000           [67]    [267, 141, 202]         8.858           73.08   True
30000           [68]    [243, 137, 196]         9.303           72.81   True
40000           [27]    [229, 150, 199]         7.451           72.53   True
50000           [25]    [230, 134, 197]         9.089           72.14   True
60000           [65]    [276, 129, 182]         9.437           72.21   False
70000           [18]    [224, 147, 198]         11.604          72.58   True
80000           [21]    [302, 117, 182]         11.992          73.06   True
90000           [79]    [241, 135, 199]         7.123           73.16   True

Accepted 72.88811881188118 %


Accepted [ ...Nuisance paramters..., state] %
Accepted [32.68811881 31.30891089 31.30891089  8.89108911] %







Now, process and save the results for the next step, Analysis [https://biceps.readthedocs.io/en/latest/examples/Tutorials/Prep_Rest_Post_Ana/analysis.html].


[17]:





lam = lambda_values[0]
filename = os.path.join(outdir,'traj_lambda%2.2f.npz'%(lam))
sampler.traj.process_results(filename)







Then, we will do the same thing for the second ensemble in the list of ensembles. Note that we separated them for simplicity of the tutorial.


[18]:





lam = lambda_values[1]
sampler = biceps.PosteriorSampler(ensembles[1])
sampler.sample(nsteps=nsteps, burn=1000, verbose=False)
filename = os.path.join(outdir,'traj_lambda%2.2f.npz'%(lam))
sampler.traj.process_results(filename)
biceps.toolbox.save_object(sampler, filename.replace(".npz", ".pkl"))













 99%|██████████████████████████████████████████████████████████▍| 100000/101000 [00:01<00:00, 61468.68it/s]













Accepted 65.55940594059406 %


Accepted [ ...Nuisance paramters..., state] %
Accepted [32.73762376 31.24950495 31.24950495  1.57227723] %




















Conclusion


In this tutorial, we used the biceps.PosteriorSampler class to perform MCMC sampling given the ensemble Python object. In the next tutorial [https://biceps.readthedocs.io/en/latest/examples/Tutorials/Prep_Rest_Post_Ana/analysis.html], we will analyze our trajectory data.

# NOTE: The following cell is for pretty notebook rendering



[7]:





from IPython.core.display import HTML
def css_styling():
    styles = open("../../../theme.css", "r").read()
    return HTML(styles)
css_styling()








[7]:
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Preparation

This tutorial will explain how to properly prepa